2010 Spring                                    CS157B Assignment 3
Prof. Sin-Min Lee

Due date:  Saturday May 1, 2010
Submit the program electronically to: S21CS157B@yahoo.com
This is the group project with at most 3 members. The team has to design a data mining software which can predict the earthquake.

1) Input data from http://www.ncedc.org/.
2) The team have to create :

· Decision tree

· Association rules

· Clustering algorithm

3) Demo in class. We will schedule demos with each team during the week before finals. Presentation will be arranged in class from May 5th to May 12th.

You should include your project title and delineate your 

1. group members.
2. project idea 

3. data source 

4. key algorithms/technology, and 

5. what you expect to submit at the end of the semester. 

  It is to your benefit to flesh out your ideas as much as possible in this proposal. Email your proposal in plain text or PDF format due April 28, 2010
  Final project writeup (5-10 pages) due 11:30PM on May 1, 2010 Saturday. This is a comprehensive description of your project. You should include the following: 

1. project idea 

2. your specific implementation 

3. key results and metrics of your system 

4. what worked, what did not work, what surprised you, and why 

Email your writeup in plain text or PDF format. Include the workable program.
Part 1.Implement Apriori algorithm.

The major steps in association rule mining are: 
1. Frequent Itemset generation
2. Rules derivation
The APRIORI algorithm uses the downward closure property, to prune unnecessary branches for further consideration. It needs two parameters, minSupp and minConf. The minSupp is used for generating frequent itemsets and minConf is used for rule derivation. 
 

The APRIORI algorithm:
1. k = 1;
2. Find frequent itemset, Lk from Ck, the set of all candidate itemsets;
3. Form Ck+1 from Lk;
4. k = k+1;
5. Repeat 2-4 until Ck is empty;
Step 2 is called the frequent itemset generation step. Step 3 is called as the candidate itemset generation step. 

Frequent itemset generation
    Scan D and count each itemset in Ck, if the count is greater than minSupp, then add that         itemset to Lk.
 

Candidate itemset generation
    For k = 1, C1 = all itemsets of length = 1.
    For k > 1, generate Ck from Lk-1 as follows:
	
	The join step: 
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	Ck = k-2 way join of Lk-1 with itself.

	[image: image2.png]



	If both {a1,..,ak-2, ak-1} & {a1,.., ak-2, ak} are in Lk-1, then add {a1,..,ak-2, ak-1, ak} to Ck.

	[image: image3.png]



	The items are always stored in the sorted order.

	[image: image4.png]



	The prune step:
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	Remove {a1, …,ak-2, ak-1, ak}, if it contains a non-frequent (k-1) subset.


 

An Example
	TID
	 Itemsets
	      1.    scan D → C1 = 1:2, 2:3, 3:3, 4:1, 5:3.
                    → L1 = 1:2, 2:3, 3:3,     , 5:3.
                    → C2 = 12, 13, 15, 23, 25, 35.
      2.    scan D → C2 = 12:1, 13:2, 15:1, 23:2, 25:3, 35:2.
                    → L2 =       , 13:2,      , 23:2, 25:3, 35:2.
                    → C3 = 235
                    → Pruned C3= 235
      3.    scan D → C3 = 235:2              
                    → L3 = 235:2

	 T100
	 1 3 4
	

	 T200
	 2 3 5
	

	 T300
	 1 2 3 5
	

	 T400
	 2 5
	

	 
	 

minSupp = 0.5
	


 

An Example showing why order of items should be maintained
	TID
	 Itemsets
	      1.    scan D → C1 = 1:2, 2:3, 3:3, 4:1, 5:3.
                    → L1 = 1:2, 2:3, 3:3,     , 5:3.
                    → C2 = 12, 13, 15, 23, 25, 35.
      2.    scan D → C2 = 12:1, 13:2, 15:1, 23:2, 25:3, 35:2.
      Suppose the order of items is now decided as: 5,4,3,2,1.
                    → L2 =       , 31:2,      , 32:2, 52:3, 53:2.
                    → C3 = 321, 532.
                    → Pruned C3=      532.
      3.    scan D → C3 = 532:2              
                    → L3 = 532:2

	 T100
	 1 3 4
	

	 T200
	 2 3 5
	

	 T300
	 1 2 3 5
	

	 T400
	 2 5
	

	 
	 

minSupp = 0.5
	


APRIORI's Rule derivation
 

Rule Derivation
    Frequent itemsets do no mean association rules. One more step is required to convert these frequent itemsets into rules. 
Association Rules can be found from every frequent itemset X as follows:
    For every non-empty subset A of X
1. Let B = X - A.
2. A  B is an association rule if 
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	confidence(A B) ≥ minConf.


where, confidence (A  B) = support (AB) / support (A), and
                  support(A  B) = support(AB).             
              
Example for deriving rules
    Suppose X = 234 is a frequent itemset, with minSupp = 50%.
1. Proper non-empty subsets of X are: 23, 24, 34, 2, 3, 4 with supports = 50%, 50%, 75%, 75%, 75%, and 75%, respectively.
2. The association rules from these subsets are:
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	    23  4.                    confidence = 100%.
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	    24  3.                    confidence = 100%.
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	    34  2.                    confidence = 67%.
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	    2  34.                    confidence = 67%.
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	    3  24.                    confidence = 67%.
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	    4  23.                    confidence = 67%


All rules have a support = 50%.
 

    In order to derive an association rule A B, we need to have support(AB) and support(A). This step is not as time consuming as the frequent itemset generation. It can also be speeded by using parallel processing techniques, as rules generated from one frequent itemset do not affect the rules generated from any other frequent itemset.
 

One way to improve efficiency of the APRIORI would be to 
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	Prune without checking all k-1 subsets.
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	Join without looping over the entire set, Lk-1.


This can be done by using hash trees. 

Other methods to improve efficiency are:
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	Speed up searching and matching.
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	Reduce the number of transactions (a kind of instance selection).
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	Reduce the number of passes over data on disk. E.g. Reducing scans via Partition.
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	Reduce number of subsets per transaction that must be considered. 
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	Reduce number of candidates (a kind of feature selection).


Part 2. Implement Clustering algorithm.
Minimum-Cost Spanning Tree Clustering:

The minimum spanning tree clustering algorithm is known to be capable of detecting clusters with irregular boundaries.
In this algorithm, we create a minimum-cost spanning tree from the given vertices, and take out k-1 largest edges, where k is the number of clusters. Each edge removed creates one more component. These created components are the k clusters. Each of these clusters will have a path that connects all vertices within a cluster with a minimum cost. 

The minimum-cost spanning tree (MCST) takes an undirected graph and creates a fixed connected subgraph containing all vertices, such that the sum of the costs of the edges in the subgraph is minimum. The MCST algorithm used in this applet is Prim's algorithm.

Read the following article:

http://www.csc.uvic.ca/~csc225/2005Fall/lectures/mst2.pdf
Part 3. Implement Decision Trees.
The actual algorithm is as follows:

ID3 (Examples, Target_Attribute, Attributes)

· Create a root node for the tree

· If all examples are positive, Return the single-node tree Root, with label = +.

· If all examples are negative, Return the single-node tree Root, with label = -.

· If number of predicting attributes is empty, then Return the single node tree Root, with label = most common value of the target attribute in the examples.

· Otherwise Begin 

· A = The Attribute that best classifies examples.

· Decision Tree attribute for Root = A.

· For each possible value, vi, of A, 

· Add a new tree branch below Root, corresponding to the test A = vi.

· Let Examples(vi), be the subset of examples that have the value vi for A

· If Examples(vi) is empty 

· Then below this new branch add a leaf node with label = most common target value in the examples

· Else below this new branch add the subtree ID3 (Examples(vi), Target_Attribute, Attributes – {A})

· End

· Return Root

uppose we want ID3 to decide whether the weather is amenable to playing baseball. Over the course of 2 weeks, data is collected to help ID3 build a decision tree (see table 1).

The target classification is "should we play baseball?" which can be yes or no.

The weather attributes are outlook, temperature, humidity, and wind speed. They can have the following values:

outlook = { sunny, overcast, rain }

temperature = {hot, mild, cool }

humidity = { high, normal }

wind = {weak, strong }

Examples of set S are:

	Day
	Outlook
	Temperature
	Humidity
	Wind
	Play ball

	D1
	Sunny 
	Hot
	High 
	Weak
	No 

	D2
	Sunny 
	Hot
	High 
	Strong
	No 

	D3
	Overcast 
	Hot
	High 
	Weak
	Yes 

	D4
	Rain 
	Mild
	High 
	Weak
	Yes 

	D5
	Rain 
	Cool
	Normal 
	Weak
	Yes 

	D6
	Rain 
	Cool
	Normal 
	Strong
	No 

	D7
	Overcast 
	Cool
	Normal 
	Strong
	Yes 

	D8
	Sunny 
	Mild
	High 
	Weak
	No 

	D9
	Sunny 
	Cool
	Normal 
	Weak
	Yes 

	D10
	Rain 
	Mild
	Normal 
	Weak
	Yes 

	D11
	Sunny 
	Mild
	Normal 
	Strong
	Yes 

	D12
	Overcast 
	Mild
	High 
	Strong
	Yes 

	D13
	Overcast 
	Hot
	Normal 
	Weak
	Yes 

	D14
	Rain 
	Mild
	High 
	Strong
	No 


Table 1
We need to find which attribute will be the root node in our decision tree. The gain is calculated for all four attributes:

Gain(S, Outlook) = 0.246

Gain(S, Temperature) = 0.029

Gain(S, Humidity) = 0.151

Gain(S, Wind) = 0.048 (calculated in example 2)

Outlook attribute has the highest gain, therefore it is used as the decision attribute in the root node.

Since Outlook has three possible values, the root node has three branches (sunny, overcast, rain). The next question is "what attribute should be tested at the Sunny branch node?" Since we=92ve used Outlook at the root, we only decide on the remaining three attributes: Humidity, Temperature, or Wind.

Ssunny = {D1, D2, D8, D9, D11} = 5 examples from table 1 with outlook = sunny

Gain(Ssunny, Humidity) = 0.970

Gain(Ssunny, Temperature) = 0.570

Gain(Ssunny, Wind) = 0.019

Humidity has the highest gain; therefore, it is used as the decision node. This process goes on until all data is classified perfectly or we run out of attributes.
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The final decision = tree

The decision tree can also be expressed in rule format:

IF outlook = sunny AND humidity = high THEN playball = no

IF outlook = rain AND humidity = high THEN playball = no

IF outlook = rain AND wind = strong THEN playball = yes

IF outlook = overcast THEN playball = yes

IF outlook = rain AND wind = weak THEN playball = yes

Note: There will be update in the future. Make sure to check for new version of the assignment requirements.
